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Abstract—Two related problems with TORCS car racing
competition controllers are approached here. At first, we
demonstrate how to handle the 10% artificial sensor noise
that made proper track segment recognition quite difficult
for some controllers in 2010 (when the noise was introduced).
This is successfully dealt with by a combination of averaging
and regression. The presented solution copes well with the
natural antagonism between accuracy and the produced time
lag, meaning that controllers are enabled to use full sensor
information despite noise. Secondly, we suggest a solution for
the problem of selecting a minimal set of controller parameter
configurations suitable for several different tracks by applying
principles of multi-objective optimization. While a full multi-
objective approach is unfeasible here, we investigate the conflict
potential between objectives (in this case tracks) in order to
remove the ones that are less problematic. Naturally, the second
problem is much more interesting but can only be tackled if
the first one is resolved.

I. INTRODUCTION

In 2010, at around the time when the sensor-based Com-
putational Intelligence controllers for the TORCS car racing
competition reached the same level as the perfect information
built-in controllers, the organizers introduced additional sen-
sor noise in order to make the setting more realistic (see also
[1] for a general description of the developments achieved
up to that point). This resulted in a performance loss for
most available controllers, where the decrease was the larger,
the more sensor information had been employed. Controllers
estimating the next track segment by only using the longest
of 19 directional sensors were much less effected than
controllers using all sensors as they only rely on correctness
of the ordinal information. However, especially the controller
established by Quadflieg et al. [2], called Mr. Racer, suffered
a dramatic performance decrease (see table 1) due to the
fact that it considers much more information and depends
on some geometrical properties that are heavily distorted by
the artificially added 10% relative noise. In section II, this
problem is described in some more detail.

In this situation, one could either chose to drop track
segment prediction and thereby also the global track model
and the model-based driving style optimization which is
described in [3] (without noise), or find a method that reduces
the noise to an acceptable level. Simple averaging is not
sufficient for noise reduction as it would introduce a severe
lag. A 10% noise level can be reduced to around 3% by
averaging 10 subsequent values, but as new sensor infor-
mation is acquired every 20ms this requires the controller
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TABLE I
COVERED DISTANCE AT FIXED TIME FOR VARIOUS CONTROLLERS WITH
NOISE, IN RELATION TO THEIR NOISELESS PERFORMANCE (100%).
DATA TAKEN FROM WCCI 2010 [4] AND CIG 2010 [5] RESULTS.

WCCI ”Petit” | CIG ”Dirt 17

Timothy Alford: 98.13% 134.22%
Mr. Racer: 57.55% 81.77%
Joseph Alton: 72.91% 99.99%
Jorge Muioz: 82.5% 97.68%
Cobostar: 103.74% 97.00%
Cardamone: 99.52% 98.82%
Autopia: 99.99% 98.7%

to wait 200ms before taking action. Whether such a lag of
1/5 second may be acceptable, taking many more than 10
samples into account is surely prohibitive. We therefore sug-
gest to employ a combination of averaging and polynomial
regression (section III) that reduces the noise to an acceptable
level and enables us to use our track-specific driving style
adaptation again (section IV).

However, this adaptation is costly and has to be done
offline before the competition which means that a repre-
sentative number of driving style configurations (controller
parameter settings) need to be prepared. From a multi-
objective perspective, this resembles the problem of selecting
the most conflicting out of many objectives, a problem that
is fairly open and for which not many approaches are known.
We suggest to utilize a combination of single-objective
optimization, non-dominated sorting and correlation analysis
that does sufficiently well for our purposes in section V.
Nevertheless, the objective selection problem is far from
resolved and as it occurs in many game-related and other
domains, shall be investigated further in future.

II. THE IMPACT OF NOISE ON TRACK RECOGNITION

In order to understand why the Mr. Racer controller
suffered so badly from the introduction of noise, basic
knowledge of our track recognition system must be provided.
We keep the description short here but it may be found in
more detail in [2]. In contrast to all other competitors who
only use three [6], [7], [8] or up to nine [9] of the 19 sensors,
our track recognition system calculates a curvature measure
p using all available information:!

'Mathematically, our measure does not exactly resemble a curvature
value, but rather a variant which approximately employs the same ordering
but is (not necessarily linearly) slightly rescaled.
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Figure 1 illustrates equation 1: Since the orientations of
the sensors s are known, the vectors representing the left
(l_: shown in green) and right (7, shown in purple) side of
the track can be reconstructed. From these, p is calculated
by summing up the angles between consecutive vectors. For
left hand corners, p is positive and for right hand corners,
p is negative. On a straight, =~ (°. Entering a corner,
|p| increases, until it reaches its maximum at the apex. The
highest value observed was |p| &~ 104° at the apex of a
hairpin corner. In order to compute the maximum speed a car
should have while traversing a corner, its observed maximum
p value is an important guideline.

The Mr. Racer controller relies heavily on this measure
as it is used to build a model of the racetrack during the
warmup phase of the competition [2]. A visualization of
such a model for the wheel2 track can be seen at the top
of figure 2: Starting with the start/finish line on the left, the
track is divided into several segments which represent either
straights or corners, which allows the Mr. Racer controller
to plan ahead for a larger distance than covered by the track
sensors of the sensor model. The effort of learning this model
is justified by the results: Utilizing the track model and an
optimized driving behavior on basis of the p measure, our
controller is able to outperform the best competitors from
2010 & 2009 and on some tracks even a human player [3].

With the introduction of noise however, p looses all
information content, as can be seen in figure 3 A. The
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noise amplifies during the calculation and breaks geometric
properties we are relying on, especially the monotonicity of
individual angles. As a result, on a straight where the correct
value of |p| & 0°, our track recognition system detects a left
hand hairpin as well as a right hand hairpin and everything
in between when p is calculated on the same data with 10%
noise applied.

Figure 3 B demonstrates that this cannot be cured by a
simple preprocessing step like a low pass filter, in this case
by averaging the last 10 sensor readings. Although this brings
the noise down to about 3% in the sensor readings and an
improvement can be seen for p calculated with the filtered
data, the overall quality of the measure is still far from usable.
The center image of figure 2 shows the resulting track model:
With simple averaging, the track model contains twice the
number of segments compared to the model generated while
driving without noise. This contradicts the goal of creating
an abstract description of the track which contains only the
most important information as the positions of individual
corners and their curvature. Even worse, a lot of corners are
erroneously recognized as straights which leads to a totally
inappropriate driving behaviour and ultimately to the huge
performance loss documented in table I.

III. QUADRATIC REGRESSION NOISE HANDLING

To properly deal with noise in the context of our track
recognition system, it is necessary to find a way to compute
the p measure from noisy sensor data. With Torcs we are in
the rare situation that we can

e record data without noise and
e since the nature of the noise is known, add it to the
recorded data ourselves.

By doing so, one can easily generate training data consisting
of noisy sensor data and the corresponding correct value of
p, calculated from the data without noise. One can think
of numerous approaches to employ in order to reduce the
noise as some arbitrary function approximation method, e.g.
artificial neural networks, genetic programming, Kriging,
random forests, etc.

However, following our philosophy to incorporate expert
knowledge where possible, we employ a much simpler
approach: Since we know that the shape of the original
track outline resembles a polygon, we fit one regression
polynomial of degree two to each side of the track using
the regression class of Michael Thomas Flanagan’s Java
Scientific Library [10]. These two polynomials are then
resampled and the resulting data is used to calculate the
curvature measure.

More precisely, for each side we use the two dimensional
coordinates §; of the sensor readings (see figure 1) but use
the y-coordinates as the domain of the regression polyno-
mial, which can therefore be written in the unusual form
x = p(y) = ap * y*> + a1 * y + ao. Flipping the coordinate
axes avoids problems on straights, where otherwise the ideal
regression polynomial would collapse to a linear term with
infinite gradient. Having determined the coefficients ag, a;
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Fig. 2. Visualization of three trackmodels for Wheel2. Green segments represent straights (|p| < 5), the others corners. For the latter, each segment is

further split in subsegments of different curvature: Yellow represents fast (5 < |p| < 20), orange medium (20 < |p| < 35), red slow (35 < |p| < 60) and
magenta very slow (|p| > 60) parts of a corner. Although the information is contained in the trackmodel, the direction of corners is not shown here.

The upper trackmodel was generated using data without noise and serves as a reference. The graphic in the middle shows a trackmodel based on noisy
data and simple averaging. It differs significantly from the correct trackmodel which prevents the controller from reaching its top performance. The bottom
track model, which closely matches the original one, was generated from noisy data using our final noise handling method.
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Fig. 3. Original measure p against p under noise as recorded for the first lap on the Wheel2 track. Plot A shows the how p is distorted when applying
10% noise (no correction), in plot B a simple low pass filter is employed to the noisy data before calculating the measure. Plot C depicts the relation of
the correct and the noisy measure when using the final noise handling.

& asy, we resample the resulting polygon for each sensor
reading: §; , = p(5;,). If one side of the track is scanned
by less than 3 sensors, no regression takes place for this
side because the system of linear equations defining the
coefficients of the polynomial becomes under-determined. In
this rare case, the p measure is only calculated from the data
derived from the other side of the track. But under normal
circumstances the car is oriented in a way that the 19 sensor
readings are evenly distributed among both sides of the track
and both regression polynomials can be calculated to use all
the information available.

Although being a step in the right direction, quadratic
regression does not work sufficiently well on its own. To
further improve the result we reuse the simple low pass filter
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as a preprocessing step, knowing that this would bring the
noise in the sensor readings down to about 3%. Additionally,
we apply another averaging step to the p values obtained via
regression.

Summarizing, our noise handling mechanism consists of
these subsequent steps:

1) Preprocess the raw sensor data by averaging the last
ten sensor readings.

2) Fit one regression polynomial to each side of the track
using the preprocessed data.

3) Resample the two polygons to create new sensor read-
ings.

4) Calculate the measure p on the new sensor readings.

5) Postprocessing by averaging the last calculated values
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Plots of the best solutions found for the two optimized tracks, over the steering angle (0 to full, top line) and the p (curvature, bottom line)

measure. The 13th parameter has been evolved to 0.80 for Alpine-1 and 0.88 for Wheel2. Target speed is higher for Alpine, acceleration is less and breaking
stronger damped for large steering angles. Note that we use damping in a multiplicative sense, thus 1 stands for no damping and 0 for complete disabling

of acceleration/braking

of p.

Numerical parameters as the filter width of the pre- and
postprocessing are set in an ad-hoc manner here and may
be further tuned to get even better results. But the derived
mechanism already works good enough to allow for applying
the previously developed track recognition method again.
This is illustrated in the bottom graphic of figure 2, which
shows a track model generated from noisy data using the
final noise handling mechanism. This model closely matches
the reference model generated without noise and allows the
Mr. Racer controller to regain its top performance in the
presence of noise. Figure 3 C shows the correlation between
the correct p measure and p calculated with noisy data and
noise handling. On this data set, the root mean squared
error (rmse) is only 4.33 while it was 48.86(!) without noise
handling and 19.64 with the naive approach of the simple low
pass filter. Finally, the noise handling was successfully used
as described here for the first round of the 2011 simulated
car racing championship.

IV. CONTROLLER AND LEARNING

The Mr. Racer controller is an indirect controller as there
is no direct coupling between the sensory input and the
response. Instead, a planning module derives a plan based on
the current situation (speed and position of the car, presence
of opponents, etc) and the information contained in the
trackmodel. The result of the planning process are a target
speed and position, acceleration and steering modules then
calculate the necessary actions to realize the plan. Twelve
numerical parameters controlling the planning process and
the acceleration behaviour have been successfully learned
using the CMA-ES [3]. These twelve parameters control
three generalized logistic functions, of which one maps
the curvature measure to target speeds and the other two
map the absolute steering value to damping factors for the
acceleration and brake values. See figure 4 for a visualization
of the three functions.
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For the 2011 championship, a new 13th parameter has
been introduced, which controls the usage of a corner for
braking. This parameter, called 5 here, can take real values
between 0 and 1, 0 meaning that the car doesn’t brake at all
within a corner and the necessary slow down will take place
on the preceding straight. With a value greater than 0, the
brake distance b, on the straight becomes b — [ * d, where
b is the distanced needed to slow down and d the length of
the corner entry, that is the distance between the beginning
of the corner and its first apex. For more details on how the
controller plans the braking zone when approaching a corner
see [3].

Again, the CMA-ES was chosen as an optimizer to find
a good parameter set. Assuming that the newly introduced
13th parameter would not make the problem much harder,
the same settings as for the twelve dimensional parameter
set were used, namely a (10,20) strategy with a run length
of 1200 fitness evaluations on the wheel2 track. For each
evaluation, a candidate solution drove two laps, the time
of the second lap being the fitness value that should be
minimized. In first tests, the assumption that the algorithm
parameters don’t need to change proved to be correct, with
the best solution found being 1 second per lap quicker than
the old controller. That shows that the new parameter offers
an advantage in adapting the driving behaviour and that the
slightly bigger search space can still be handled with the old
algorithm settings. However, the resulting driving bevaviour
seems to be overfitted to driving as fast as possible during
the second lap of the evaluation, losing control in the third
lap. Therefore, we changed the fitness function to

e driving three laps

o and minimizing the overall time needed for the three

laps.
As before, an evaluation is aborted after a certain time, in this
case 9 minutes, to avoid being stuck with bad solutions for
too long, or when the damage is bigger than 5000. Whenever
an evaluation has is aborted, the time is scaled to the full
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distance of three laps based on the distance covered and
further multiplied by 1.5 to punish solutions that got damage.
With this setup, one optimization run takes about one day on
a machine that can evaluate five individuals in parallel 2.

V. MULTI-OBJECTIVE DRIVING STYLE SELECTION

As we can handle sensor noise now and the track recog-
nition system works good enough for adapting the driving
style to a specific track, the question remains how to deal
with multiple tracks. While it may be possible to apply a
multi-objective optimization (with each track providing one
objective) in order to achieve a good compromise solution,
this will surely be far from optimal on each separate track.
The discussion in [3] hints to several factors (beside others
we may have not detected until now) that make the difference
for the controller on different tracks:

e On formula-1 tracks, it is usually possible and some-
times profitable to leave the track by a small amount,
on road tracks (e.g. Alpine) this is dangerous because
one may crash into a wall.

o Track surfaces can differ in friction values and other
important properties, requiring a different driving style.

As we strive for reaching the best achievable performance
for each single track, it would be a reasonable approach
to try multi-objective optimization for a small number of
tracks and then select some points on the approximate Pareto
front which could then be tested during the warmup phase of
the competition. However, as the number of tracks supplied
with the TORCS installation is already large (= 20) and the
competition tracks are not necessarily chosen from this set,
a pure multi-objective approach with all tracks is unfeasible
due to computational and methodical reasons. Even worse,
there is a current trend to apply interactive procedural content
generation to racing tracks [11] which may make the variance
even larger.

Thus, we end up with the problem to select few representa-
tive tracks on which either multi-objective or single-objective
optimization can be applied to generate a reasonable candi-
date set of driving styles. From this set, the best matching
driving style can then be selected during warmup. A related
approach for obtaining few representative driving styles is
known from Butz & Lonneker who used single objective
optimization on a set of ten tracks to tune the parameters
of their Cobostar controller [6]. Additionally, they did a full
test of how each of the best solutions found for one track
performs on the other tracks. Based on this information,
they chose the configuration which performs best on average
as the driving strategy. Additionally, Cobostar might switch
to one of three different driving strategies in the second
lap based on observations from the first lap, namely the
average and minimum speed’. As the optimization runs for
this approach had to be performed for each track (objective),

2Core i7 930 CPU, 24GB RAM (only ~6GB are actually used), NVIDIA
Geforce 9800GT

3Being a 2009 controller, Cobostar cannot use the warmup phase for this
adjustment, as this was introduced later for the 2010 championship
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it is computationally much more demanding than the one
suggested in this work.

In the following, we restrict ourselves to work towards
a solution for the problem of selecting representatives and
defer the application of a multi-objective optimization algo-
rithm to generate a complete set of best driving styles for
all these tracks to future work. Instead, we try a simpler
approach by selecting a minimal representative set of 2
tracks with respect to our current understanding of the track
property influences on the driving style, optimizing on each
track separately, evaluating the best obtained individuals on
all 6 considered tracks, and combining the results by means
of non-dominated sorting. We thus rule out all driving styles
that are equal or worse than others in all target values (which
is essentially also what a multi-objective algorithm would
do in each step). Then we measure the correlations between
the performance values obtained for the 6 tracks in order
to decide if our representative set is suitable. Suitable does
not mean optimal, but if we obtain a high correlation for
each single track to at least one of the representative tracks,
we can at least be sure that for this track set the choice
of representatives was meaningful—separate single-objective
optimization for all the six tracks would most likely have lead
to similar solutions.

Note that the problem of selecting representative objectives
from a larger set is an essential but open problem for
the application of population-based multi-objective methods.
Few approaches have been suggested to resolve it, e.g.
the one of Brockhoff and Zitzler [12] that utilizes Hasse-
diagrams. One may also argue with the number of individuals
found in the last front in relation to the population size while
testing all pairwise combinations of objectives as has been
done in [13]. If the resulting front has only one individual,
this clearly hints to compatible objectives (no conflict), if
the front is large, there must be a conflict. However, this
approach has two disadvantages compared to our two-step
(single-objective/correlation analysis) approach:

1) Our approach scales linearly in the number of objec-
tives, whether the pairwise multi-objective treatment
scales quadratically (we assume that evaluating the set
of resulting best individuals in several objectives is
much cheaper than a full multi-objective run).

2) It is difficult to find the right time to measure (length
of runs) for the multi-objective approach because runs
mostly start with only one or very few leading indi-
viduals and the population distributes over the front (if
existing) only after reaching its vicinity.

We thus regard the method suggested here as a step into the
direction of automatically detecting a representative subset
of objectives that surely deserves some more development
in the future. In our concrete case, only 6 of the many
available TORCS track are considered, namely Alpine(-
1), Brondehach, C-SpeedWay, CG-Speedway-1, Street-1 and
Wheel2 (resembling the Suzuka formula-1 track). It would
surely be interesting to apply the method for more tracks,
but for avoiding early overcomplication, we stayed with the
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of occurrence of the individuals during optimization

set of tracks we usually employed for controller testing in
the past iterations. As an optimization run (see section IV)
takes more than one day even if parallelized, we decided to
start with the smallest representative set possible, namely 2
tracks. From the experiences reported in [3] it appears that
the most different tracks of the 6 named above are Alpine
and Wheel2 (we assume that Wheel2 and Brondehach will
behave quite similarly but have to chose one). The controller
parameter (driving style) optimization is thus performed once
for each of this two tracks and the best 60 individuals of each
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run are pooled and evaluated on all other 5 tracks, resulting
in a six-dimensional fitness vector for each driving style. By
applying a non-dominated sorting procedure, the set of 120
individuals is shrinked down to 75 non-dominated solutions.
Of course one may obtain more and possibly also different
best solutions while doing more than one run, but a) [3] has
shown that the optimization runs quite stably on this problem,
and b) we strive for a method that minimizes computation
time due to the large runtime of even one optimization run.
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In order to assess if the chosen 2 tracks (objectives) indeed
represent the remaining tracks (objectives) well we measure
the correlation between all 6 fitness value sets, implicitly
transformed from simple numbers into ranks by utilizing
Kendall’s tau correlation to make it more independent of the
different scales. A rule-of-thumb in psychology demands a
strong correlation to have a value of at least |0.4], which we
adopt here. Note that this does not rule out the possibility
that another choice of representatives would give even higher
correlations and thus be even closer to optimal, but if we
can obtain a strong correlation between every non-optimized
objective to one of the two selected ones in the above sense,
we deem our selection to be suitable. Note further that by
means of simple correlations, we can only capture linear
trends, more complex interactions may exist but cannot be
revealed. For computing the correlations and additionally test
if they are significant, we rely on the cor.test method in
R.

To get a rough impression of the pairwise rank distri-
butions between all six objectives, these are visualized in
figure 5 on the left hand side. An ideal correlation would
see all points on a diagonal from lower left to upper right,
an ideal anti-correlation would result in a line from upper
left to lower right. We can assess that although none of
the measured correlations is ideal, there is a clear trend to
correlation/anti-correlation in each subplot. The correlation
values themselves are visualized on the right hand side of
the same figure. The upper left half of this plot shows the p-
values obtained from the correlation tests which all indicate
5%-level significance (nearly all of them are even far below
1073). It is easy to see that 3 of the non-optimized tracks
(Street-1, CG-Speedway-1, and Brondehach) strongly corre-
late to Wheel2 and thus can well be represented by it during
optimization. Alpine strongly correlates to C-SpeedWay only,
and anti-correlates to all other tracks. According to the task
devised above, we seem to have found a good minimal set
of representatives. It is clear that neither Wheel2 nor Alpine
alone can represent all other tracks well. The same approach
may of course be tried with a larger representative set, e.g. of
three tracks, possibly by obtaining even better correlations,
but at the cost of a larger computational load.

As we have identified two groups of similar tracks with
respect to our driving style optimization problem ({Wheel2,
Street-1, CG-Speedway-1, Brondehach} vs. {Alpine, C-
SpeedWay}), we may be interested in learning how large
the differences are in search space (13 dimensions) and
target space (6 dimensions). For visualizing these two spaces,
we employ a multi-dimensional scaling (MDS) over the
euclidean distance matrices between all 75 individuals as
depicted in figure 6. MDS resembles a dimension reduction
technique that produces a mapping to a predefined lower-
dimensional space (2 in our case for the ease of visibility)
and is provided by the R method cmdscale. Interestingly,
we find that the clusters of individuals obtained from the
Wheel2 and Alpine optimization runs are mutually disjoint
in both cases which provides further evidence that our track
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(objective) selection is minimal as well as sufficient.

But how do the solutions actually look like and how do
they differ? Figure 4 provides an impression of the different
driving styles obtained for Alpine and Wheel2 by picturing
the best individual of either optimization run, where we find
2 important differences (the higher target speed for Alpine
probably not very important as speeds of 200 km/h and more
are hardly possible on this track except on the home stretch):

o For Alpine, acceleration is almost not damped even for
large steering angles. On Wheel2, acceleration in sharp
corners is very limited.

o The opposite holds true for braking. On Alpine, break-
ing in sharp corners is heavily constrained, where this
is not the case for Wheel2.

The two different obtained strategies indeed seem to make
sense. For a human test player, the most striking difference
between the two tracks is that Alpine has many more
sharp corners with little room to accelerate between them.
Furthermore, the track consists mainly of a steep ascent, a
soft descent, and a home stretch. As even 4x4 cars tend to
slide in corners (see [14]), it is usually helpful to accelerate
as early as possible when leaving them to prevent loosing
control. For the same reason, it is not advantageous to do
much braking within a sharp corner on Alpine. On Wheel2,
the average speed over the whole round is almost 30 km/h
higher, so that the target speed curve will be much more
important on this track. Instead of many short and sharp
corners, this track has many straights and several corners that
can be driven at full speed. The slight brake damping and
strong acceleration damping applies only to extreme steering
angles that will be necessary in the few sharp bends (e.g.
the hairpin). By applying the configuration of figure 4, the
controller is restrained from accelerating while passing these
corners which may make sense as driving through a hairpin
corner with almost 100 km/h puts the car in a very delicate
condition. Acceleration may lead to loosing the balance of
forces easily, which means leaving the track.

It would be interesting to take also completely different
tracks (e.g. the dirt tracks) into account, these may lead
to another completely different driving style adaptation.
However, we have to defer that to future investigations.

VI. CONCLUSIONS

We have seen that the solutions for both tackled problems,
the reduction of sensor noise and the multi-objective driving
style selection, can be handled in a satisfactory manner by the
methods we provided. While our noise reduction technique
is relatively specific and may have to be largely changed for
application to related scenarios, the single-objective/multi-
objective/correlation based procedure for objective selection
may be applied nearly unaltered for similar problems in a
completely different setting. It thus shows some potential
not only for the game Al domain but also more generally
for optimization problems where the number of available
objectives is too large to treat them directly by applying a
multi-objective optimization method.
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